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Abstract

Unbiased estimates of the same Langevin drift can produce different stationary sampling errors. For a Gaussian
target, we compare 𝑃𝑄𝑥 with 𝑄1/2𝑃𝑄1/2𝑥, where 𝑃 is a fresh Gaussian sketch Gram matrix at each step. The methods
have identical mean-square stability regions and expected quadratic energies, but their stationary variance profiles cross
at an explicit spectral threshold. For 𝑄𝜇 = diag(𝜇, 1, . . . , 1) at fixed dimension, sketch size, and admissible positive
step size, their non-Gaussian invariant laws have Euclidean𝑊2 errors Θ(𝜇−1/2) and Θ(1) as 𝜇 ↓ 0. A covariance lower
bound and a stationary coupling to ordinary Langevin sampling establish this separation. Simulations confirm the
predicted variance profiles.

1 Introduction

Langevin samplers often replace an expensive gradient with an unbiased random estimate. The resulting state-dependent
noise changes the stationary distribution. We study how the placement of a random sketch allocates this error across the
target’s eigendirections.
We examine this question on a Gaussian target with precision 𝑄 ≻ 0. At each step, draw 𝑆 ∈ R𝑚×𝑑 with independent
N(0, 1/𝑚) entries and set 𝑃 = 𝑆⊤𝑆, so E𝑃 = 𝐼. The two drift estimates are

𝑔𝐴(𝑥) = 𝑃𝑄𝑥, 𝑔𝐵 (𝑥) = 𝑄1/2𝑃𝑄1/2𝑥. (1)

Model A compresses the completed gradient, while B sketches a quadratic factor before reassembling the gradient.
Their means are both 𝑄𝑥. Their conditional noise covariances, however, are

Cov(𝑔𝐴(𝑥)) =
1
𝑚

[
𝑄𝑥𝑥⊤𝑄 + ∥𝑄𝑥∥2 𝐼

]
,

Cov(𝑔𝐵 (𝑥)) =
1
𝑚

[
𝑄𝑥𝑥⊤𝑄 + (𝑥⊤𝑄𝑥)𝑄

]
. (2)

In the first case, the squared force excites every coordinate through an isotropic term. In the second, the additional
excitation is shaped by 𝑄, reducing its effect in flat directions. Thermal noise keeps the state moving at stationarity, so
this difference persists.
The two placements share stability and expected energy but redistribute stationary variance across eigendirections. For
𝑄𝜇 = diag(𝜇, 1, . . . , 1) at a fixed admissible step, this yields stationary Euclidean𝑊2 errors of orders 𝜇−1/2 and one.
The separation concerns absolute error in a target whose width grows as 𝜇 ↓ 0; it depends on the metric and does not
imply that B is universally more accurate.

Relation to existing results. Exact finite-step quadratic covariance identities appear in Liu et al. [5]. The matrix-
learning-rate analysis of Ziyin et al. [11] recovers Model A’s covariance after a change of variables and matching second
moments; Wang et al. [10, Theorem B.2] gives the Gaussian-SGD stability condition used below. Gaussian-target
SGLD invariant covariances are studied by Brosse et al. [1].
Compressed-gradient Langevin methods and their variance reduction are studied in QLSD [9]; randomized-coordinate
Langevin and variance reduction are analyzed by Ding and Li [2]. Random-direction zeroth-order sampling has related
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estimators [8]. Subspace Langevin Monte Carlo [6] projects both the drift and thermal noise; its update is therefore
different from either model here. Here we compare two placements of the same sketch and relate their directional
variance profiles to transport errors of the invariant laws.
Paulin and Whalley [7, Theorem 1] give step-size bias bounds under moment assumptions. Their sufficient step-size
condition (5) requires ℎ ≤ min{1/𝛽, 𝛼/(𝛼2 + 2𝐶𝐺)}, where 𝛼, 𝛽 bound the target Hessian and 𝐶𝐺 is a mean-square
Lipschitz constant for the gradient error. On our family, 𝛼 = 𝜇, 𝛽 = 1, and (2) gives 𝐶𝐺,𝐴 = (𝑑 + 1)/𝑚 and
𝐶𝐺,𝐵 = (𝑑 + 𝜇)/𝑚. That condition therefore shrinks with 𝜇 and does not directly cover our fixed-step separation. Our
comparison resolves this fixed-step conditioning dependence.

2 Models and the common stability region

Let 𝑄 be a real symmetric positive definite 𝑑 × 𝑑 matrix, with eigenvalues 0 < 𝜆1 ≤ · · · ≤ 𝜆𝑑 = 𝐿. The target is

𝜋𝑄 = N(0, 𝑄−1), 𝑉 (𝑥) = 1
2𝑥

⊤𝑄𝑥.

Fix an integer 𝑚 ≥ 1 and 𝜂 > 0. Draw independent sketches 𝑆𝑘 ∈ R𝑚×𝑑 with independent N(0, 1/𝑚) entries and
independent thermal noises 𝜉𝑘 ∼ N(0, 𝐼𝑑). The two sequences are mutually independent and independent of the initial
state. Set 𝑃𝑘 = 𝑆⊤

𝑘
𝑆𝑘 . We compare

𝑋𝐴
𝑘+1 = (𝐼 − 𝜂𝑃𝑘𝑄)𝑋𝐴

𝑘 +
√︁

2𝜂 𝜉𝑘 ,

𝑋𝐵
𝑘+1 = (𝐼 − 𝜂𝑄1/2𝑃𝑘𝑄

1/2)𝑋𝐵
𝑘 +

√︁
2𝜂 𝜉𝑘 . (3)

Both use full isotropic thermal noise. The Gram matrix 𝑃𝑘 is not an orthogonal projection; every finite 𝑚 ≥ 1 is allowed.
For a random update matrix 𝑀𝑘 , mean-square stability means E ∥𝑀𝑘−1 · · ·𝑀0𝑥∥2 → 0 for every deterministic 𝑥. Write
P2 for probability laws with finite second moment. Define

𝑎 = 1 + 1/𝑚, 𝑡 = 𝜂/(2𝑚), 𝑏𝑖 = 1 − 𝜂𝑎𝜆𝑖/2,

𝐷 =
∑︁
𝑖

𝜆𝑖

𝑏𝑖
, 𝐻 =

∑︁
𝑖

1
𝑏𝑖
, 𝑧 = 1 − 𝑡𝐷. (4)

The quantities involving 𝑏−1
𝑖

will be used only when all 𝑏𝑖 > 0.
The covariance and stability formulas specialize the Gaussian-SGD results cited above.

Theorem 2.1 (Covariance and stability). For either model in (3), mean-square stability is equivalent to existence of an
invariant law in P2, and holds exactly when

𝜂 <
2
𝑎𝐿
, 𝑡𝐷 =

∑︁
𝑖

𝜂𝜆𝑖

2𝑚 − (𝑚 + 1)𝜂𝜆𝑖
< 1. (5)

In this region, the invariant law in P2 is unique and centered. Denote the laws by 𝜈𝐴, 𝜈𝐵. Their covariances commute
with 𝑄 and have eigenvalues

𝑐𝐴𝑖 =
1

𝑧𝜆𝑖𝑏𝑖
, 𝑐𝐵𝑖 =

1 + 𝑡𝜆𝑖𝐻/𝑧
𝜆𝑖𝑏𝑖

. (6)

Outside (5), there is no invariant law in P2. This last statement does not rule out invariant laws with infinite second
moment.

Proof. Gaussian fourth moments give, for symmetric 𝐶,

E[𝑃𝐶𝑃] = 𝑎𝐶 + 𝑚−1 tr(𝐶)𝐼 . (7)

Indeed, write 𝑃 = 𝑚−1 ∑𝑚
𝑟=1 𝑢𝑟𝑢

⊤
𝑟 with independent standard Gaussian 𝑢𝑟 . The terms with unequal row indices

contribute (1 − 1/𝑚)𝐶 and the equal-index terms contribute 𝑚−1 (2𝐶 + tr(𝐶)𝐼). This also proves (2).
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Let 𝐵0 = 𝐼 − 𝜂𝑄. The homogeneous second-moment operators are

T𝐴(𝐶) = 𝐵0𝐶𝐵0 +
𝜂2

𝑚

[
𝑄𝐶𝑄 + tr(𝑄𝐶𝑄)𝐼

]
,

T𝐵 (𝐶) = 𝐵0𝐶𝐵0 +
𝜂2

𝑚

[
𝑄𝐶𝑄 + tr(𝑄𝐶)𝑄

]
. (8)

The noisy recursion adds 2𝜂𝐼. Work in an eigenbasis of 𝑄, and put 𝑔𝑖 = (1 − 𝜂𝜆𝑖)2 + 𝜂2𝜆2
𝑖
/𝑚. The diagonal second

moments in Model B evolve under

𝐾𝐵 = diag(𝑔𝑖) +
𝜂2

𝑚
𝜆𝜆⊤, 𝜆 = (𝜆1, . . . , 𝜆𝑑)⊤. (9)

This diagonal recursion closes for every initial second moment, not just diagonal ones. Consequently, 𝜌(𝐾𝐵) < 1 is
equivalent to full mean-square stability: the diagonal controls the trace of every positive semidefinite second moment.
Conversely, testing the coordinate-vector initial states gives decay of every column of the nonnegative matrix 𝐾𝑛

𝐵
.

The matrix 𝐾𝐵 is symmetric positive definite. Thus 𝜌(𝐾𝐵) < 1 is equivalent to 𝐼 − 𝐾𝐵 ≻ 0. Since

𝐼 − 𝐾𝐵 = 𝐺 − 𝜂2

𝑚
𝜆𝜆⊤, 𝐺 = diag(2𝜂𝜆𝑖𝑏𝑖),

positive definiteness first requires every 𝑏𝑖 > 0. Factoring by 𝐺1/2 then gives the equivalent rank-one condition

𝜂2

𝑚
𝜆⊤𝐺−1𝜆 =

𝜂

2𝑚

∑︁
𝑖

𝜆𝑖

𝑏𝑖
< 1.

The two update matrices satisfy 𝑀𝐵 = 𝑄1/2𝑀𝐴𝑄
−1/2 pointwise, so their products are conjugate and their mean-square

stability regions coincide.
Strict stability gives geometric decay of product second moments in finite dimension: there are 𝐶 < ∞ and 𝑟 < 1 such
that E ∥𝑀𝑛−1 · · ·𝑀0∥2

𝐹 ≤ 𝐶𝑟𝑛. This follows from (9), conjugacy, and E ∥𝑀𝑛−1 · · ·𝑀0∥2
𝐹 = tr(T 𝑛 (𝐼)). On two-sided

independent innovations, the series

𝑋0 =
√︁

2𝜂
∞∑︁
𝑗=0

𝑀−1 · · ·𝑀− 𝑗𝜉− 𝑗−1 (10)

converges in 𝐿2; the product for 𝑗 = 0 is 𝐼. Conditional on all sketches, its summands are orthogonal centered Gaussian
vectors. Their squared 𝐿2 norms sum to 2𝜂

∑
𝑗≥0 tr(T 𝑗 (𝐼)) < ∞ by the geometric bound. Its time shifts construct an

invariant law in P2. A shared-innovation coupling contracts differences in 𝐿2, establishing uniqueness within P2.
Conversely, an invariant second moment has positive diagonal 𝑐 satisfying 𝐾𝐵𝑐 = 𝑐 − 2𝜂1 < 𝑐 in Model B. The
weighted maximum norm with weights 𝑐𝑖 implies 𝜌(𝐾𝐵) ≤ max𝑖 (𝐾𝐵𝑐)𝑖/𝑐𝑖 < 1. For A the diagonal matrix is
𝐾𝐴 = diag(𝑔𝑖) + (𝜂2/𝑚)1(𝜆2

𝑖
)⊤
𝑖

; it is similar to 𝐾𝐵 by diag(𝜆𝑖), so the same conclusion holds. Stationarity of the mean
gives 𝜂𝑄E𝑋 = 0.
Coordinate-sign symmetries preserve 𝑄, the Gaussian sketch, and the thermal noise in its eigenbasis. Uniqueness
therefore makes the stationary covariance diagonal in that basis. Let 𝑇 =

∑
𝑗 𝜆

2
𝑗
𝑐𝐴
𝑗
. The stationary A equations give

𝜆𝑖𝑏𝑖𝑐
𝐴
𝑖
= 1+ 𝑡𝑇 , whence 𝑇 = (1+ 𝑡𝑇)𝐷 and 1+ 𝑡𝑇 = 𝑧−1. For B let 𝑅 =

∑
𝑗 𝜆 𝑗𝑐

𝐵
𝑗
. Its equations give 𝜆𝑖𝑏𝑖𝑐𝐵𝑖 = 1+ 𝑡𝜆𝑖𝑅

and 𝑅 = 𝐻 + 𝑡𝐷𝑅 = 𝐻/𝑧. These identities yield (6). □

Exact relationship to Gaussian SGD. For A, set 𝑤 = 𝑄𝑋 . Then 𝑤𝑘+1 = (𝐼 − 𝜂𝑄𝑃𝑘)𝑤𝑘 +
√︁

2𝜂 𝑄𝜉𝑘 . Its second-
moment recursion matches Gaussian least-squares SGD with feature covariance 𝐼, learning-rate matrix 𝜂𝑄, batch size
𝑚, zero momentum, and label-noise variance 2𝑚/𝜂. Substitution in Ziyin et al. [11, Theorem 2] recovers 𝑄𝐶𝐴𝑄 and
hence (6) for A. The innovation distributions differ, so this is second-moment equivalence, not equality of Markov
kernels. The reduction and the existing stability result are the reason Theorem 2.1 is explicitly treated as background.

3



3 An exact comparison of stationary uncertainty

The common stability region does not determine how the invariant covariances allocate variance.

Theorem 3.1 (Spectral crossing and equal energy). Assume (5) and define 𝜆∗ = 𝐷/𝐻 and 𝐽 =
∑

𝑖 (𝜆𝑖𝑏𝑖)−1. Then

𝑐𝐴𝑖 − 𝑐𝐵𝑖 =
𝑡 (𝐷 − 𝜆𝑖𝐻)
𝑧𝜆𝑖𝑏𝑖

, (11)

tr(𝑄𝐶𝐴) = tr(𝑄𝐶𝐵) = 𝐻/𝑧, (12)

tr(𝐶𝐴 − 𝐶𝐵) =
𝑡

𝑧
(𝐷𝐽 − 𝐻2) ≥ 0. (13)

Thus A has greater variance when 𝜆𝑖 < 𝜆∗ and B when 𝜆𝑖 > 𝜆∗. For finite 𝑚 and positive 𝜂, equality in (13) holds
exactly when the spectrum is constant.

Proof. Subtract (6) and use 1− 𝑧 = 𝑡𝐷 to obtain (11). Summing after multiplication by 𝜆𝑖 gives (12); summing without
that multiplication gives (13). Finally,

𝐻 =
∑︁
𝑖

√︁
𝜆𝑖/𝑏𝑖

√︁
1/(𝜆𝑖𝑏𝑖) ≤

√
𝐷𝐽.

Equality in Cauchy–Schwarz holds precisely when all 𝜆𝑖 are equal. The crossing value is a weighted average of the
eigenvalues with positive weights 𝑏−1

𝑖
. □

The common expected potential energy need not equal the target value 𝑑/2. For 𝑄 = 𝜆𝐼, the two updates coincide
pathwise.

4 A separation between the actual sampling errors

We use𝑊2 (𝜈, 𝜋)2 = inf E ∥𝑋 − 𝑌 ∥2, where the infimum is over couplings with marginals 𝜈, 𝜋 and ∥·∥ is the Euclidean
norm. The invariant laws in Theorem 2.1 are not Gaussian at positive step size and finite 𝑚; Appendix A gives a short
argument. Their transport errors therefore require bounds beyond the covariance formulas.
For any centered law 𝜈 ∈ P2 with covariance diag(𝑐𝑖) in an eigenbasis of 𝑄,

𝑊2 (𝜈, 𝜋𝑄) ≥
[∑︁

𝑖

(√
𝑐𝑖 − 𝜆−1/2

𝑖

)2
]1/2

. (14)

In any coupling, E[𝑋𝑖𝑌𝑖] ≤
√︁
𝑐𝑖/𝜆𝑖 by Cauchy–Schwarz, which proves the bound after summing. This is the commuting-

covariance case of the general covariance transport bound [3]; it is an equality for the corresponding Gaussian laws, but
only a lower bound here. Denote its right side for Model A by L𝐴.
Let 𝜈𝑈 be the ordinary unadjusted Langevin invariant law for

𝑌𝑘+1 = (𝐼 − 𝜂𝑄)𝑌𝑘 +
√︁

2𝜂 𝜉𝑘 .

The stability assumption ensures 𝜂 < 2/𝐿, so 𝜈𝑈 = N(0, 𝐶𝑈) with 𝑢𝑖 = [𝜆𝑖 (1 − 𝜂𝜆𝑖/2)]−1. Set

𝑊𝑈 =

[∑︁
𝑖

(√
𝑢𝑖 − 𝜆−1/2

𝑖

)2
]1/2

= 𝑊2 (𝜈𝑈 , 𝜋𝑄). (15)

The lower bound is attained here by coupling both diagonal Gaussian laws through shared standard Gaussian coordinates.

Proposition 4.1 (Stationary shared-noise bound). Under (5), there is a stationary coupling of 𝑋𝐵 ∼ 𝜈𝐵 and 𝑌 ∼ 𝜈𝑈
satisfying

E[(𝑋𝐵
𝑖 − 𝑌𝑖)2] = 𝜂

𝑚(2 − 𝜂𝜆𝑖)

(
𝜆𝑖𝑐

𝐵
𝑖 + 𝐻/𝑧

)
. (16)
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Consequently,

𝑊2 (𝜈𝐵, 𝜋𝑄) ≤ U𝐵 :=

[∑︁
𝑖

𝜂(𝜆𝑖𝑐𝐵𝑖 + 𝐻/𝑧)
𝑚(2 − 𝜂𝜆𝑖)

]1/2

+𝑊𝑈 . (17)

Proof. Use the same two-sided thermal innovations in (10) and the stable ULA series, with the sketches independent of
those innovations. Their joint 𝐿2 limits yield a stationary coupling. Write 𝐸𝑘 = 𝑋𝐵

𝑘
−𝑌𝑘 and Δ𝐻𝑘 = 𝑄1/2 (𝑃𝑘 − 𝐼)𝑄1/2.

Then
𝐸𝑘+1 = (𝐼 − 𝜂𝑄)𝐸𝑘 − 𝜂Δ𝐻𝑘𝑋

𝐵
𝑘 .

The fresh centered matrix Δ𝐻𝑘 is independent of both current states, so the covariance cross terms vanish. Equation (7)
gives

E[Δ𝐻𝑘𝐶𝐵Δ𝐻𝑘] = 𝑚−1 [𝑄𝐶𝐵𝑄 + tr(𝑄𝐶𝐵)𝑄
]
.

In coordinate 𝑖, stationarity therefore gives

E𝐸2
𝑖 = (1 − 𝜂𝜆𝑖)2E𝐸2

𝑖 +
𝜂2

𝑚

(
𝜆2
𝑖 𝑐

𝐵
𝑖 + 𝜆𝑖𝐻/𝑧

)
.

This proves (16). Its sum is a valid coupling cost. Apply the triangle inequality through 𝜈𝑈 and use (15). □

Theorem 4.2 (Different conditioning dependence). Fix 𝑑 ≥ 2, finite 𝑚 ≥ 1, and

0 < 𝜂 <
2𝑚

𝑚 + 𝑑 + 1
. (18)

For 𝑄𝜇 = diag(𝜇, 1, . . . , 1), 0 < 𝜇 ≤ 1, both chains have the finite-second-moment invariant laws above. As 𝜇 ↓ 0,

𝑊2 (𝜈𝐴,𝜇, 𝜋𝑄𝜇
) = Θ(𝜇−1/2), 𝑊2 (𝜈𝐵,𝜇, 𝜋𝑄𝜇

) = Θ(1). (19)

All constants may depend on (𝑑, 𝑚, 𝜂), but not on 𝜇.

Proof. Put 𝑏∗ = 1 − 𝜂𝑎/2, 𝑧∗ = 1 − 𝑡𝑑/𝑏∗, and

𝛿 = 𝑏∗𝑧∗ = 1 − 𝜂(𝑚 + 𝑑 + 1)
2𝑚

> 0.

For all 𝜇 ∈ (0, 1], 𝑏𝑖 ≥ 𝑏∗ > 0, 𝐷 ≤ 𝑑/𝑏∗, and 𝑧 ≥ 𝑧∗ > 0, which proves uniform admissibility of (5). Also 𝐻/𝑧 ≤ 𝑑/𝛿.
Hence both relative variance profiles satisfy

𝜆𝑖𝑐
𝐴
𝑖 ≤ 𝛿−1, 𝜆𝑖𝑐

𝐵
𝑖 ≤ 𝛿−1. (20)

For the B inequality, use 𝜆𝑖 ≤ 1 and (1 + 𝑡𝑑/𝛿)/𝑏∗ = (1/𝑧∗)/𝑏∗ = 𝛿−1.
Define 𝑧0 = 1 − 𝑡 (𝑑 − 1)/𝑏∗ ∈ (0, 1). An exact identity is

𝑧𝜇𝑏1,𝜇 = 𝑧0 − 𝜇(𝜂𝑎𝑧0/2 + 𝑡) ≤ 𝑧0.

The first coordinate of (14) consequently gives, for every 0 < 𝜇 ≤ 1,

𝑊2 (𝜈𝐴,𝜇, 𝜋𝑄𝜇
) ≥

𝑧
−1/2
0 − 1
√
𝜇

. (21)

An independent coupling of the two centered laws and (20) give the matching bound

𝑊2
2 (𝜈𝐴,𝜇, 𝜋𝑄𝜇

) ≤ tr𝐶𝐴 + tr𝑄−1
𝜇 ≤ (1 + 𝛿−1) (𝑑 − 1 + 𝜇−1) ≤ 𝑑 (1 + 𝛿−1)

𝜇
.

For B, (20), 𝐻/𝑧 ≤ 𝑑/𝛿, and (17) bound the coupling term by [𝜂𝑑 (𝑑 + 1)/(𝑚(2 − 𝜂)𝛿)]1/2. The function 𝑓 (𝑠) =

(1 − 𝑠)−1/2 − 1 is convex with 𝑓 (0) = 0, so 𝑓 (𝜂𝜆𝑖/2) ≤ 𝜆𝑖 𝑓 (𝜂/2). Therefore

𝑊2 (𝜈𝐵,𝜇, 𝜋𝑄𝜇
) ≤

√︄
𝜂𝑑 (𝑑 + 1)
𝑚(2 − 𝜂)𝛿 +

√
𝑑
[
(1 − 𝜂/2)−1/2 − 1

]
=: 𝐾. (22)

Finally, any stiff coordinate has 𝑐𝐵
𝑖
= (1 + 𝑡𝐻/𝑧)/𝑏∗ ≥ 𝑏−1

∗ . Its one-coordinate transport lower bound is at least
𝑏
−1/2
∗ − 1 > 0. This proves both orders in (19). □
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At fixed positive step size, A retains a relative variance error in the broad coordinate, whereas B’s relative variance
tends to one. B’s stiff-coordinate error remains positive. The result concerns stationary error; the broad-coordinate
mean contracts by 1 − 𝜂𝜇, so stability does not imply uniform mixing as 𝜇 ↓ 0.

5 Numerical study

We test the covariance formulas, coupling identity, and directional effect across 41 configurations, each with 20
independent runs of coupled A, B, and ULA chains.

Design. The principal family uses 𝑑 = 4, 𝑚 = 2, 𝜂 = 0.25, and nine 𝜇 values from 1 to 10−4. Additional configurations
vary step size, sketch size, spectrum, and dimension from 2 to 256; include two flat directions; double burn-in under
cold and hot starts; and stress the method at 85% of its second-moment stability threshold. The protocol is summarized
in Appendix B; complete configurations accompany the code. Burn-in uses at least 12 decay e-folds at the slower
mean/second-moment spectral rate. Measurement spans at least 640 slow drift time units when 𝜆min ≤ 0.03, 320 for the
dimension sweep and otherwise at least 80, and always at least 30,000 steps. These burn-in choices are heuristic, with
hot-start and longer-run controls.
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Figure 1: One-flat-direction family, 𝑑 = 4, 𝑚 = 2, 𝜂 = 0.25. (a) Exact relative variances (lines) and post-burn-in
second-moment estimates (markers, pointwise 95% intervals across 20 independent runs). The dotted line is the target
value one. (b) Deterministic population bounds from (14) and Proposition 4.1, and the exact ULA distance. These
curves are not empirical Wasserstein estimates.

Directional effect and transport bounds. Figure 1 shows the persistent flat-mode distortion in A and the different
conditioning dependence of the bounds. At 𝜇 = 10−4, the measured relative second moments are 1.307 ± 0.032 for A
and 0.996 ± 0.025 for B. The exact predictions are 1.300035 and 1.000057. B’s predicted excess is below the sampling
uncertainty. The paired A-minus-B relative difference is 0.3108 ± 0.0194. At these parameters, L𝐴 = 14.027 and
U𝐵 = 1.574, so the analytic bounds already distinguish the actual invariant-law errors. Table 1 gives four conditioning
levels.

Validation. Full covariance-operator solves on rotated precision matrices in dimensions 2, 3, 4, and 8 agree with (6)
to maximum absolute discrepancy 6.1 × 10−14. Direct tensor Gaussian quadrature independently averages the random
update matrices, with maximum operator discrepancy 7.8 × 10−16. Across all configurations except the designated
near-boundary stress case, the simulated total coupling cost E



𝑋𝐵 − 𝑌


2 agrees with the sum of the coordinatewise

predictions in (16) to within 3.77% relative error. Hot-start and doubled-burn-in checks at 𝜇 = 10−3 support the same
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1/𝜇 A: measured 𝜇E𝑋2
1 B: measured 𝜇E𝑋2

1 L𝐴 U𝐵

10 1.327 ± 0.028 1.060 ± 0.024 0.680 1.586
100 1.286 ± 0.026 0.995 ± 0.025 1.490 1.575

1000 1.305 ± 0.042 1.003 ± 0.022 4.461 1.574
10000 1.307 ± 0.032 0.996 ± 0.025 14.027 1.574

Table 1: Post-burn-in estimates with pointwise 95% confidence half-widths; the target relative second moment is one.
𝑑 = 4, 𝑚 = 2, 𝜂 = 0.25. The last two columns are population lower/upper bounds, not measured distances.

moment predictions. 3 of 41 pointwise paired energy-difference intervals exclude zero; these intervals are pointwise.
Near the stability boundary, exploratory fourth-moment estimates are large, illustrating that finite variance does not
ensure easy Monte Carlo estimation.
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Figure 2: (a) Relative covariance profiles for a geometric spectrum with 𝑑 = 16, 𝑚 = 4, 𝜂 = 0.1: exact curves and
independent-run estimates illustrate the crossing. (b) Covariance transport lower bounds after whitening by 𝑄1/2

𝜇 for the
principal family. B’s larger lower bound in this metric does not establish an ordering of the actual whitened Wasserstein
errors.

Dimension sweep. We sweep 𝑑 ∈ {2, 4, 8, 16, 32, 64, 128, 256} for two spectra: geometric eigenvalues between 0.1
and 1, and (0.1, 1, . . . , 1). Both use 𝑚 = 2 and 𝜂 = 0.4𝜂crit (𝑄, 𝑚), where 𝜂crit is the exact second-moment stability
boundary. Condition number and sketch size are fixed; step size adapts to dimension. Each configuration measures at
least 320 slow drift time units and 30,000 steps. Figure 3 shows the flattest and stiffest modes. Across the dimension
sweep, the largest relative second-moment discrepancy over all methods and coordinates is 5.01%, and 95.8% of
pointwise intervals cover their exact predictions. The intervals are pointwise. This exploratory sweep used a uniform
extension from an initial 80 to 320 drift time units.

7



1.0

1.2

1.4

1.6

R
el

at
iv

e 
se

co
nd

 m
om

en
t

Geometric: flattest mode

A B ULA

1.0

1.5

2.0

2.5

R
el

at
iv

e 
se

co
nd

 m
om

en
t

Geometric: stiffest mode

2 4 8 16 32 64 128 256
Dimension d

1.0

1.2

1.4

1.6

1.8

R
el

at
iv

e 
se

co
nd

 m
om

en
t

One flat direction: flattest mode

2 4 8 16 32 64 128 256
Dimension d

1.0

1.2

1.4

1.6

1.8

R
el

at
iv

e 
se

co
nd

 m
om

en
t

One flat direction: stiffest mode

Figure 3: Dimension controls at fixed condition number 10 and sketch size 𝑚 = 2. Lines are exact relative variances;
markers and pointwise 95% intervals use 20 independent runs. Rows distinguish geometric and one-flat-direction
spectra; columns show the smallest and largest eigenvalues. Step sizes equal 40% of each configuration’s stability
threshold.

Two-dimensional distributions. For 𝑄 = diag(0.01, 1) and 𝑚 = 2, we use 𝜂 ∈ {0.25, 0.5}, with 20 runs and 256,000
measured states per run and method. Figure 4 uses 𝜂 = 0.5; Appendix C gives 𝜂 = 0.25. The heatmaps and marginal
curves use paired coordinate snapshots every ten steps, pooled across runs. Histograms share a grid and color scale,
with Gaussian smoothing of one bin. Second moments use all measured states. At 𝜂 = 0.5, the exact relative variance
profiles are (1.2567, 2.0031) for A and (1.0079, 2.2520) for B. Thus B preserves the broad direction more closely while
increasing narrow-direction error.
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Figure 4: Two-dimensional illustration, 𝑄 = diag(0.01, 1), 𝑚 = 2, 𝜂 = 0.5. Top: analytic target density and empirical
heatmaps for A and B, using the same axes and color scale. Dashed cyan curves mark the target Mahalanobis-radius-two
ellipse. Bottom: empirical marginal densities and exact target marginals. The displayed samples remain correlated; the
figure does not estimate population Wasserstein distance.

An explicit variance profile. For 𝑑 = 4, 𝑚 = 2, and 𝜂 = 1/4, the relative variance profiles simplify to

𝜇𝑐𝐴1 =
208

160 − 43𝜇
, 𝑐𝐴

𝑖
=

256 − 48𝜇
160 − 43𝜇

(𝑖 > 1),

𝜇𝑐𝐵1 =
160 + 48𝜇
160 − 43𝜇

, 𝑐𝐵
𝑖
=

272 − 64𝜇
160 − 43𝜇

(𝑖 > 1).
(23)

As 𝜇 ↓ 0, the relative variance profiles tend to (1.3, 1.6, 1.6, 1.6) for A and (1, 1.7, 1.7, 1.7) for B. The same expected
energy therefore conceals different directional distortions.

Step size and conditioning. Figure 5 compares A’s predicted broad-coordinate lower bound,
√︃
𝑐𝐴1 − 𝜇−1/2, with the

empirical broad-coordinate Wasserstein distance to N(0, 𝜇−1). Panel (a) varies conditioning at 𝜂 = 0.25; panel (b)
varies 𝜂 ∈ {0.0625, 0.125, 0.25, 0.375, 0.5} at 𝜇 = 0.01. Both use 𝑑 = 4 and 𝑚 = 2. The empirical distance integrates
the quantile function of the pooled snapshots against the exact Gaussian quantile function. Shading gives pointwise
percentile intervals from 200 resamples of the 20 entire runs. These intervals describe resampling uncertainty, not
finite-sample bias. Empirical and exact ULA marginal distances provide a reference for this bias. The comparison is
one-dimensional and does not estimate full-dimensional𝑊2.
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Figure 5: Predicted lower bound and empirical broad-coordinate sampling error for A, with 𝑑 = 4, 𝑚 = 2. (a)
Conditioning varies at fixed 𝜂 = 0.25. (b) Step size varies at fixed 1/𝜇 = 100. The solid red curve is the population
marginal covariance lower bound; blue markers estimate the marginal 𝑊2 from pooled snapshots. Shading shows
whole-run bootstrap intervals. Gray curves compare empirical and exact ULA distances, exposing the finite-sample
error in the transport diagnostic.

6 Discussion

Sketch placement changes stationary directional uncertainty despite equal mean drift, stability, and expected energy.
The covariance crossing identifies this redistribution; the stationary coupling establishes the resulting separation in
actual Euclidean𝑊2 error.
The metric matters. After whitening, both covariance lower bounds remain bounded, and B’s larger lower bound does
not order the actual transport errors. In (23), B protects the broad direction while increasing stiff-direction error; both
methods have limiting expected energy 3.05, compared with the target’s 2. Non-Gaussian stationary laws and related
heavy-tail effects are already established in SGD [4].
No computational speedup is established: 𝑃𝑄𝑥 may require the full gradient, and 𝑄1/2 may be costly. Sharp step-size
bounds, target-normalized error, and inexpensive factorizations remain natural directions for further study.
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A Why the invariant laws are not Gaussian

The finite-second-moment invariant covariance is positive definite because a step adds 2𝜂𝐼. Suppose the invariant law
were N(0, 𝐶) with 𝐶 ≻ 0. Conditional on 𝑆, a stationary step would be Gaussian with covariance 𝑀 (𝑆)𝐶𝑀 (𝑆)⊤ + 2𝜂𝐼.
For any nonzero direction 𝑣, its conditional variance 𝑞(𝑆) = 𝑣⊤𝑀 (𝑆)𝐶𝑀 (𝑆)⊤𝑣 + 2𝜂 ∥𝑣∥2 is a nonconstant polynomial
in the Gaussian entries of 𝑆. To see this, set the first row of 𝑆 to 𝑠𝑤⊤ and all other rows to zero. Choose 𝑤 = 𝑣 for A and
𝑤 = 𝑄1/2𝑣 for B. In each case the coefficient of 𝑠4 in 𝑞(𝑆) is strictly positive because 𝐶,𝑄 ≻ 0. The Gaussian sketch
has full support, so 𝑞(𝑆) has positive variance and finite moments. The unconditional fourth moment of this projection
would be 3E[𝑞(𝑆)2] > 3(E𝑞(𝑆))2, contradicting the Gaussian fourth moment. This argument does not assert a finite
stationary fourth moment for the actual invariant law.

B Experimental protocol

Each run starts at zero and draws fresh sketches and thermal noise. A and B share each sketch, and all three chains share
thermal noise; runs use independent seeds. The hot-start control uses N(0, 25𝑄−1). Second moments average 𝑋2

𝑖
about

the known zero mean. Pointwise 95% Student-𝑡 intervals use independent-run summaries, accounting for dependence
within each chain. Geometric spectra have 𝜆𝑖 = 0.1 10(𝑖−1)/(𝑑−1) ; the two-flat control uses (0.01, 0.01, 1, 1) and the
stress case uses (0.1, 1, 1, 1). Heatmaps retain every tenth paired state. Empirical transport diagnostics are excluded
from the error claims because finite-sample error grows with target width. Code, seeds, complete configurations, and
retained summaries accompany the paper.
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C Two-dimensional smaller-step control

Figure 6 repeats the two-dimensional diagnostic at the principal study’s step size 𝜂 = 0.25. The exact relative variances
are (1.0861, 1.3342) for A and (1.0034, 1.4169) for B. Each method uses 20 runs, 4,794 burn-in steps and 256,000
measured states per run. At 𝜂 = 0.5, burn-in is 3,000 steps; the measured count and snapshot stride are unchanged. The
2D estimates are separate from the four-dimensional study.
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Figure 6: Smaller-step control for Figure 4, with 𝜂 = 0.25. The same histogram grid, smoothing, axes and color scale
are used.
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